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Abstract William Findlay

Abstract

Performance, reliability, and security are three oft-cited metrics for gauging the success of a
given system. This sentiment is particularly poignant with respect to distributed systems,
especially as our distributed systems increase in complexity and scale over time. Increasingly
the problems poised by distributed computation become particularly nuanced with scale: the
probability of a given node or link being in failure increases dramatically as the number of
nodes and links in a network increase; unforeseen circumstances cause systems to fail; slow
links and nodes introduce performance bottlenecks; and errant hardware and software can
cause potentially catastrophic damage.

Understanding the root causes of performance, reliability, and security issues can greatly
benefit the development of solutions to overcome them – or indeed comprise said solutions
entirely. Recently, system introspection and observability have come to play a significant
role in the identification of and response to performance, reliability, and security pain-points
(distributed and otherwise). Furthermore, nascent technologies like eBPF (Extended Berkeley
Packet Filter) and XDP (Express Data Path) in the Linux Kernel are making system
introspection a particularly attractive option, due to low overhead, guaranteed production
safety, application transparency, and flexibility. This literature review will present several
applications for system introspection and observability in distributed systems through the
examination of several case studies related to these techniques. While a particular emphasis
will be placed on eBPF-based solutions under the Linux Kernel, alternative solutions will
also be examined and compared in order to present a more comprehensive overview of the
surrounding research.
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1 Introduction William Findlay

1 Introduction

As modern systems grow more complex, so too does the task of identifying and understanding
system state at a given point in time. System introspection refers to the concept of observing,
processing, and analyzing system state in a way that is either directly useful to humans,
or is at least useful to other applications in a pipeline. Potential applications for system
introspection include use cases related to system performance optimization, reliability, security,
and presenting system state in a way that is easy to understand.

In this literature review, we will focus on the applications of system introspection to the
performance, reliability, and security of distributed systems, placing a particular emphasis
on newer technologies like eBPF and XDP that comport with much lower overhead, higher
scalability, and more breadth than previously possible. We will compare these newer tech-
nologies with other approaches such as log-based analysis and offer justification as to why
eBPF proposes a more robust solution overall.

1.1 Why Trace Our Distributed Systems?

Before examining distributed systems introspection in detail, it is worth asking ourselves
why we care about tracing distributed systems in the first place. In particular, what benefits
can we hope to gain from tracing distributed systems and how are these benefits unique to
system introspection?

As we scale our distributed systems, performance, reliability, and security become increas-
ingly difficult to ensure at a level consistent with user expectations. Unforeseen circumstances
like node failure, high latency connections, network partitioning, software bugs, security
vulnerabilities, and many, many more become the norm rather than the exception. System
introspection can help us to get a better of idea of the root cause of these issues and provide
a means of either fixing them entirely or at least getting tighter bounds on performance and
reliability discrepancies so that they become more manageable. This can either be in the
form of manual intervention by developers or system administrators, or part of an automated
solution for optimizing performance or mitigating problems.

In order to achieve this, we need tracing technologies that describe system state in a way
that is conducive to identifying and potentially adapting to causes of performance, reliability,
and security issues. Furthermore, these technologies need be efficient, and maintain their
properties at scale, particularly with respect to the distributed nature of said scale.

In this literature review, we will focus on the applications of system tracing technologies
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2 An Overview of System Introspection William Findlay

to the the following areas of distributed system optimization and analysis:

(1) performance optimization;
(2) reliability improvements; and
(3) security benefits.

While we will describe many different techniques for distributed systems introspection
with respect to these broader themes, we will place a particular emphasis on eBPF (Extended
Berkeley Packet Filter) [11], [19], [33], [35] and XDP (Express Data Path) [18], [19] under
the Linux Kernel, as these tracing technologies show particular promise with respect to
their efficiency, scope, power, and safety. We will then make a broader argument about the
importance of eBPF and XDP to distributed systems introspection moving forward.

1.2 Structure of the Literature Review

The rest of this literature review will be structured as follows:

(1) we present an overview of system introspection and tracing technologies as they are
applicable to distributed systems;

(2) we present eBPF/XDP-based solutions for improving performance, reliability, and
security in distributed systems,

(3) we compare the eBPF/XDP-based solutions presented with alternatives;
(4) we discuss Falcon [25], [26], a general-purpose optimization framework for distributed

systems that combines eBPF with other technologies in the form of a pipeline;
(5) we conclude with a discussion of the contributions of eBPF and XDP to the distributed

systems landscape, as well as potential future work in this area.

2 An Overview of System Introspection

There are many technologies available for system introspection; each tool comes with its
respective advantages and disadvantages, and some are far more suitable for distributed
systems introspection than others. This section will discuss Classic BPF, extended BPF, and
its newer cousin XDP, as well as several other system introspection options, contemporary
and otherwise. By providing a general overview of the tracing landscape, we will be able to
develop a clearer picture of what makes eBPF and XDP particularly attractive options with
respect to distributed systems introspection.
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2 An Overview of System Introspection William Findlay

2.1 eBPF

Extended Berkeley Packet Filter, or eBPF, is a relatively new system introspection technology
in the Linux Kernel, dating back to a 2013 RFC [35] which was subsequently mainlined
in 2014; however, the original BSD Packet Filter, hereafter referred to as Classic BPF, is
actually much older, dating back to 1992 [21]. This section will provide a brief overview of
Classic BPF, eBPF, and the even newer XDP [18] packet processing framework in eBPF.

2.1.1 Classic Berkeley Packet Filter (BPF)

The original incarnation of BPF was introduced to the world in a 1992 paper by McCanne
and Jacobson [21] as a new system for capturing and filtering packets at the operating system
level. In particular, Classic BPF consists of a virtual machine based entirely on registers
for filtering packets as well as a tap mechanism to hook into the networking stack. The
tap copies network packets and delivers them to listening filter applications, while the filter
determines whether a packet is accepted or not.

The primary motivating factor behind Classic BPF was the desire to establish an efficient
technique for capturing and filtering packets. McCanne and Jacobson showed that their
approach was significantly more efficient than other contemporary packet filtering mechanisms,
i.e. NIT [27] and CSPF [24]; unsurprisingly, BPF is the only one of these three systems to
have stood the test of time.

Classic BPF is still used to this day in a variety of network diagnostic services, perhaps
most notably tcpdump [41] and libcap. It is also worth noting that eBPF (introduced in
Subsection 2.1.2) implements a superset of Classic BPF; in other words, Classic BPF forms
the basis for many modern eBPF programs in Linux.

2.1.2 Extended BPF (eBPF)

Starovoitov created eBPF [35] in 2013 in order to fill what he perceived to be a gap in Linux
tracing functionality. In particular, his insight was that the original BPF virtual machine
offered a powerful mechanism to interface efficiently with the kernel for network stack tracing,
and could be extended to interact with other kernel subsystems in a similar manner. With
eBPF, we now have a powerful, safe, and performant method for tracing not only any kernel
function or data structure, but any userspace function as well. Figure 2.1 summarizes eBPF’s
capabilities as of 2019.
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2 An Overview of System Introspection William Findlay

Figure 2.1: The various capabilities of eBPF. Note that we can trace any aspect of a system,
from userland all the way down to the physical hardware itself through performance
counters. Taken from [10] with permission.
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eBPF Bytecode. Like Classic BPF [21], eBPF implements its own bytecode which is run
in an in-kernel virtual machine; this bytecode, however, is greatly expanded from the original
in order to support more use cases beyond simple packet introspection and filtering [35].
Unlike Classic BPF programs, eBPF programs are typically not written in raw bytecode, and
are instead compiled down to bytecode from higher level languages like C. This is typically
done using the LLVM compiler through higher level user APIs like bcc [19].

The Verifier. eBPF’s safety can be primarily attributed to its use of a verifier [11] to
ensure code safety. This verifier checks eBPF bytecode before it is submitted to the kernel in
order to ensure that it will not potentially violate safety requirements and thus compromise
the kernel. In order to be able to do its job, the verifier makes certain basic assumptions
about the program that may not be violated. Specifically, eBPF programs are not Turing
complete, although recent progress has been made to push the theoretical complexity limits
of verifiable eBPF programs. In particular, a recent patch [6], [32], [37] introduced bounded
loop support in eBPF, which marks an astonishing increase in program complexity.

eBPF Maps. In order to facilitate communication with userspace, the storage of various
abstract datatypes, and a variety of miscellaneous functionality, eBPF makes liberal use of
a variety of map data structures. These maps range from standard key-value hash maps
to special purpose maps for packet redirection [19]. Since maps are the primary method
of moving data to and from userspace, eBPF is able to mitigate the number of expensive
userspace/kernelspace context switches required for communication. Table 2.1 presents an
overview of the different map types available in the latest version of eBPF.

bcc and bpftrace. The recent advent of front ends for eBPF programs has rendered BPF
programming easier than ever before. These front ends provide methods for the generation
and compilation of eBPF programs from higher level languages, and expose userspace APIs
for interacting with eBPF programs running in the kernel. bcc or BPF Compiler Collection
[19] is a set of tools that expose Python3, Golang, and C++ APIs for interacting with eBPF
programs written in C; it provides a reliable method for writing flexible, complex, and deeply
functional eBPF programs. For simpler system introspection requirements, bpftrace [20]
provides a higher level language for the implementation of simple eBPF programs. While it
lacks the depth provided by bcc, it compensates by offering an API that is more conducive
to simple one-liner tracing scripts.

Express Data Path (XDP). Express Data Path (XDP) [18] is a relatively new eBPF
program type, initially released in 2016. It is designed for filtering packets before they reach
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Table 2.1: Various map types available in eBPF programs. Taken from [10] with permission.

Map Type Description
HASH A hashtable of key-value pairs
ARRAY An array indexed by integers; members are zero-initialized
PROG_ARRAY A specialized array to hold file descriptors to other BPF programs;

used for tail calls
PERF_EVENT_ARRAY Holds perf event counters for hardware monitoring
PERCPU_HASH Like HASH but stores a different copy for each CPU context
PERCPU_ARRAY Like ARRAY but stores a different copy for each CPU context
STACK_TRACE Stores stack traces for userspace or kernelspace functions
CGROUP_ARRAY Stores pointers to cgroups
LRU_HASH Like a HASH except least recently used values are removed to make

space
LRU_PERCPU_HASH Like LRU_HASH but stores a different copy for each CPU context
LPM_TRIE A "Longest Prefix Matching" trie optimized for efficient traversal
ARRAY_OF_MAPS An ARRAY of file descriptors into other maps
HASH_OF_MAPS A HASH of file descriptors into other maps
DEVMAP Maps the ifindex of various network devices; used in XDP programs
SOCKMAP Holds references to sock structs; used for socket redirection
CPUMAP Allows for redirection of packets to remote CPUs; used in XDP pro-

grams

the Kernel’s primary networking stack, and offers a number of performance improvements
over classic socket-based BPF approaches. In particular, XDP uses direct memory access
to parse packet headers, which results in significant speed improvements over traditional
methods; a 2018 paper by Høiland-Jørgensen et al [18] cites metrics as high as 24 million
packets per second. With the addition of new map types and helpers [7], [18], [19], XDP
programs can also be used to redirect packets to other network devices and even remote
CPUs. This has clear implications for distributed systems performance optimization, and we
will discuss several such systems that use XDP in coming sections.

BPF as a Programming Paradigm. BPF as we know it today has completely tran-
scended any notions of Berkeley, packets, or filtering [15]. Instead, it has grown to encompass
a wide variety of use cases ranging from firewall implementations [22] to block I/O latency
monitoring [14]. While it is still capable of the original packet tracing and filtering functional-
ity of Classic BPF [21], [35], it has clearly moved far beyond that with respect to its system
introspection and performance analysis capabilities. Starovoitov envisions BPF as a powerful
new programming paradigm, capable of running safe, event-driven, user-defined programs in
the kernel, without compromising the integrity of the system [15].
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2 An Overview of System Introspection William Findlay

eBPF in Distributed Systems. Increasingly, we see Linux as the growing trend for
distributed computing; it powers the massive server clusters at corporations like Facebook,
Google, and Netflix, and forms the basis for many modern cloud, cluster computing, and grid
computing architectures; simply put, the modern Internet runs on Linux. As a core feature of
the Linux Kernel, eBPF is a natural choice for monitoring our distributed systems; compound
this with the fact that eBPF is completely production-safe, performant, and encompasses a
rich variety of features. In Subsection 3.1, we will examine in detail the various use cases for
eBPF in distributed systems.

2.2 Other System Introspection Techniques1

While we have established that eBPF is certainly a viable option for tracing and observing
distributed systems, it remains to be seen whether it is the best option; eBPF is far from
the only system introspection technology, and many others merit at least some discussion
therein. In this section, we will highlight some techniques that are comparable with eBPF
and discuss what makes eBPF a more viable choice overall.

Perf, Ftrace, Ltrace, and Ptrace. Before eBPF, classical Linux tracing was relegated
to several distinct components2, most notably perf, ftrace, ltrace, and the ptrace system
call, which each present their own distinct APIs, nuances, and use cases. Perf [28] is used
for monitoring hardware performance events through the incrementation of counters; its
functionality is included in eBPF via direct access to hardware performance counters. Ftrace
[30] presents a virtual filesystem interface for instrumenting kernel functions; eBPF provides
equivalent functionality through kernel tracepoints and probes. Ltrace [31] provides library
call instrumentation in userland; eBPF provides the same feature using user statically defined
tracepoints (USDT) [12]. Finally, ptrace [29] is a system call used for instrumentation of
userland processes, particularly their interaction with the kernel through system calls. The
strace [38] program is a famous example of this. eBPF provides the same functionality as
ptrace through system call and kernel function tracepoints; what’s more, eBPF does this in
a far more performant manner, since it does not need to make expensive context switches
between userspace and kernelspace on each event.

Dtrace. Dtrace [4] can in many ways be thought of as the original eBPF3. Originally
introduced in 2004 by Cantrill et al., Dtrace offered dynamic instrumentation of both

1This does not present a complete overview of system introspection techniques. Rather, it presents a
selected sample of techniques either similar to eBPF in functionality or widely used in existing distributed
systems tracing.

2These components still see use today, although their functionality is largely eclipsed by eBPF.
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userspace and kernelspace for production Solaris systems and exposed a high level language
API for doing so. So what makes eBPF different than Dtrace? At a high level, answering
this question boils down to three major differences:

(1) eBPF implements a superset of Dtrace’s functionality (e.g., packet filtering, XDP, perf
events);

(2) Dtrace provides only a higher level interface that struggles with the implementation
of more complex programs while eBPF provides both a high level interface through
bpftrace [20] and a lower level interface through APIs like bcc [19];

(3) eBPF is natively supported in Linux (a huge benefit to distributed systems tracing),
while Dtrace support in Linux is only available via kernel modification.

There have been some efforts to bring Dtrace to Linux, most notably dtrace4linux
[13], which adds Dtrace functionality via a loadable kernel module that exposes an API to
userspace. Full integration with eBPF has also been proposed, via the edition of a new Dtrace
BPF program type [42] which seeks to add full backwards compatibility with Dtrace scripts
to eBPF.

Log-Based Analysis. At a high level, log-based analysis is the concept of using system
logs, logs generated by various applications, or some combination of the two to make inferences
about system state. Depending on implementation, log-based approaches generally require a
trade-off between application transparency and accuracy of predictions, since heterogeneous
systems produce heterogeneous log data that does not lend itself nicely to uniform analysis.
Many solutions also introduce non-negligible system overhead and sampling rates are often
downscaled to account for this, resulting in a less complete picture of system state. We will
examine many log-based solutions in great detail in Subsection 3.2, so we will not cover them
extensively here.

3 Comparing Distributed Systems Introspection Ap-
proaches for Performance, Reliability, and Security

Performance monitoring and optimization are perhaps the most obvious use cases for dis-
tributed systems introspection. By monitoring system state and developing a comprehensive
model, we can establish accurate records of precisely which operations are causing bottlenecks,
how much time a given message m takes to arrive over link `i, the percentage of queries

3Although eBPF technically descends from Classic BPF, its current incarnation arguably shares more
with Dtrace in terms of functionality and design goals.
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delegated to a given node, and many other facets of performance. Once we have this data,
the question remains as to what should be done with it.

In general, we can broadly classify performance and reliability optimization through
distributed systems introspection according to three heuristics, albeit with moderate overlap
in some cases. These heuristics are presented in Table 3.1, while Figure 3.1 provides an
overview of the classification for techniques discussed in this section.

Table 3.1: Three heuristics for classifying distributed systems introspection with respect to perfor-
mance and reliability optimization.

Heuristic Values
Type of Optimization (a) Observability focused approaches that require manual intervention

(b) Automatic approaches
Level of Abstraction (a) Host-level

(b) Network-level
Implementation Several possibilities, but we focus on distinguishing between eBPF and

alternatives

In this section, we will examine many examples of system introspection for improving
performance, reliability, and security in distributed systems; in Subsection 3.1, we will examine
various eBPF- and XDP-based approaches and in Subsection 3.2, we will discuss alternate
approaches.

3.1 eBPF Approaches

Due to its impressive scope, high degree of production safety, strong performance, and full
integration into the Linux Kernel, eBPF is a natural choice for monitoring the performance
of distributed systems. This becomes particularly evident when we consider eBPF from the
perspective of its strong background in network tracing [21], [23], [35], but its usefulness also
encompasses a variety of other performance metrics. Here, we discuss examples of eBPF’s
use in distributed systems performance monitoring from both an academic and a production
perspective.

eBPF has seen use in production-grade distributed computing at a variety of modern
technology companies. In fact, at the time of writing this paper, Facebook has approximately
40 BPF programs running on each of its servers at any given time [36] and Netflix has about 14
[15]. At Facebook, these programs in general fit into the automated performance optimization
category; daemons typically listen for specific changes in system state as detected by the
eBPF program and act accordingly [36]. Brendan Gregg, senior performance architect at
Netflix, takes the opposite approach of running eBPF programs designed for maximal system
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3 Comparing Approaches William Findlay

Figure 3.1: A broad overview of distributed systems introspection for performance and reliability.
Techniques are classified according to the heuristics defined in Table 3.1 (note that
there is overlap between categories). The reader is encouraged to return here as new
systems are presented. Best viewed in color.
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observability; these solutions fit into the manual response category – system administrators
run the eBPF programs and act accordingly based on observations [15].

Katran [8] is a scalable, XDP-based load balancer used in production at Facebook to
dynamically re-balance traffic between various nodes. By using an XDP program running
co-located with each backend server, Facebook was able to greatly increase capacity compared
to their original load balancing solution based on the IPVS kernel module [8]. The end result
was a scalable load balancer capable of forwarding packets from a virtual IP to physical nodes
without sacrificing performance.

Academia has also produced several examples of eBPF programs which offer promis-
ing performance and reliability advantages for distributed computing. One such example,
Vnettracer [40], leverages eBPF tracepoints to monitor network performance, identify per-
formance bottlenecks, and improve reliability by identifying software bugs in distributed
applications. It takes advantage of several features of eBPF to do this, primarily its extremely
low overhead and high degree of flexibility. Since eBPF tracepoints can be dynamically loaded
and unloaded at runtime and are completely application-independent, they offer a powerful
method for establishing custom performance metrics for a variety of distributed systems.

Many modern distributed applications require multi-tenant solutions capable of isolating
parties from one another. Virtual networks are an important component of such multi-
tenant solutions, partitioning physical networks into virtual components, isolated from one
another. Implementing such virtual networks in-kernel is often costly, due to expensive context
switching and packet copying from kernelspace to userspace; custom in-kernel solutions also
present the risk of compromising system state due to bugs and security flaws. InKeV [1]
takes a new approach to solving the problem of virtualized networks, using eBPF-based
data plane functions. Thanks to eBPF’s low overhead and high safety, InKeV presents
a fully-programmable, performant, and production-safe data plane solution for network
virtualization in distributed applications. Perhaps the most impressive contribution here is
that InKeV’s eBPF-based implementation retains the performance benefits of an in-kernel
data plane implementation without sacrificing the programmability available in userspace
implementations [1].

eBPF-based data plane functions also have use cases in the realm of node failure detection
and fast re-routing response. Xhonneux and Bonaventure [43] described a system for failure
detection and fast re-routing in the SRv6 data plane. Consistent with the other systems
we have described here, the primary advantages touted for eBPF in this context were
high performance (consistent with previous kernel-based implementations) and robustness,

11



3 Comparing Approaches William Findlay

particularly when compared with traditional userspace implementations. Since node failure
is a frequent issue in distributed systems (particularly as these systems scale), the benefits of
fast and robust failure detection and re-routing in distributed computer networks cannot be
understated.

Miano et al. [23] discuss the development of several complex eBPF network services
like the ones we have described above, and attempt to offer insight into both the positive
aspects of eBPF that contributed to their success as well as any pitfalls related to eBPF
implementations (particularly with respect to limitations introduced by the verifier). In
particular, they cite eBPF’s inclusion in vanilla Linux4, dynamic loading and compiling
of BPF programs, support for arbitrary service chains, and the efficiency and power of
XDP. What is particularly noteworthy however, is the disadvantages they cite – namely that
many of these disadvantages have been addressed since the time the paper was originally
written. Table 3.2 presents an overview of the disadvantages presented by Miano et al. and
describes how each one has been refuted in the latest versions of eBPF. This highlights an
important trend with respect to eBPF’s trade-offs between safety and complexity; namely,
these trade-offs are improving significantly and rapidly over time.

Table 3.2: Some of the disadvantages cited by Miano et al. in their paper along with how these
disadvantages have been refuted in subsequent versions of eBPF.

Disadvantage Cited by
Miano et al. [23]

Refutation Linux
Version

Limited to 4, 096 instructions per BPF
program

Limit has been raised to 1, 000, 000 in-
structions for privileged users

5.2

Limited support for loops Full bounded loop support (without
compile-time unrolling) has been intro-
duced

5.3

No support for locks for concurrency
control

eBPF now supports spinlocks in a lim-
ited subset of program types

5.1

eBPF also has promising implications with respect to distributed systems security, par-
ticularly with a focus on network security from a host-based perspective. Cloudflare [3] is
now using eBPF and XDP as a major part of their DDoS mitigation pipeline, replacing their
previous methodology of combining Iptables with Classic BPF. This is largely thanks to
XDP’s ability to efficiently implement complex packet filtering functionality with minimal
overhead. Deri et al. [9] discuss the implementation of ebpfflow that uses eBPF for traffic
event generation and ntopng, a tool that leverages the former to provide increased network
visibility and analysis capabilities to end users, such as system administrators. Cilium [2]

4Thanks to Linux’s prevalence with respect to distributed system implementations, this is a quintessential
boon.
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uses eBPF to provide container-aware networking security for production software running
in multi-tenant container-based systems. This is particularly relevant in today’s climate
where distributed systems are tending towards container-based approaches for multi-tenant
isolation.

3.2 Alternate Approaches

The eBPF approaches described in the previous section were noteworthy primarily for three
reasons when compared with other solutions:

(1) low overhead;
(2) production-safety and robustness; and
(3) flexibility, scope, and programmability.

In this section, we will examine some other approaches to system introspection in distributed
systems with respect to performance optimization and reliability. We will attempt to contrast
these with the eBPF and XDP solutions described in the previous section and show why
eBPF offers a more attractive approach overall.

A large portion of the literature related to distributed systems performance and reliability
analysis comes in the form of log-based introspection. Notably, much of this literature comes
from before (or around the same time as) the advent of eBPF in 2013, although some of it
is more recent than that. In general, log-based analysis can be effective, but struggles in
competing with other solutions in terms of both efficiency and depth; that is, we can only get
so much information from parsing system logs (even custom ones) and we can only do it so
quickly.

Distributed log-based approaches to performance and reliability generally follow one of
two patterns:

(1) they monitor events5 and generate uniformly formatted log data for analysis; or
(2) they parse existing logs generated by distributed applications and attempt to reconstruct

flow of events.

In the first category, we have systems like NetLogger [16], [17] and Dapper [34]. The key
observation behind these systems is simple enough: distributed systems are complex, and
generally require the integration of many software and hardware components, which can
often interact in unpredictable ways and don’t necessarily present the same level of detailed

5Generally either by modifying distributed application code or event generation through a per-host
userspace daemon.
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debugging information to the user; as such, an approach that can unify components and
consolidate performance data into system logs should help to solve this problem. Unfortunately,
this solution is not without its drawbacks.

First, we consider application transparency consequences – ideally, we want our tracing
systems to be fully transparent; that is, from the application developer’s perspective, the
interface into a system which is being traced should be identical to that of a system which is
not being traced. In NetLogger [16], [17], this is simply not the case. In order to instrument
an application in NetLogger, developers needs to make calls to the NetLogger API at strategic
points in their distributed applications; the refactoring overhead6 related to such a task is
certainly non-trivial, and the instrumentation of applications for which one does not possess
the source code (with the exception of instrumenting shared libraries) becomes impossible.
On the other hand, eBPF tracing is entirely application transparent, and it remains so even
as our instrumentation needs cross the boundary between kernelspace and userspace thanks
to user statically defined tracepoints (USDT) [12].

While Dapper [34] takes a similar approach of providing an application-level API for
instrumentation, they combine this with a per-host daemon capable of generating generic
log data for RPC invocations on each host. This approach adds a base level of application
transparency to Dapper deployments; every system is traced to a certain degree, and these
traces are augmented with per-application solutions in the form of optional RPC annotations
as necessary. However, this leads into a second important consideration with respect to
log-based analysis: it is slow. In fact, to maintain acceptable overhead, Google purposely
limits the rate at which Dapper collects system data by tracing system events with configurable
random probability; this is a hugely suboptimal approach for the obvious reason of simply
missing out on potentially valuable data. As we have seen, eBPF’s competitive advantage
here is that it is capable of system wide introspection while introducing minimal overhead;
this makes it a perfect substitute for purely userspace solutions like Dapper’s daemon.

Thus far, we have seen distributed tracing systems that generate events in userspace to
produce custom logs. Now, we will examine the alternative approach of parsing existing log
data from distributed applications in order to reconstruct events retroactively; lprof [44]
and Mystery Machine [5] are two such systems. While this approach clearly does not suffer
from the need to intrusively modify applications as we have seen in prior log-based solutions,
it remains to be seen whether inference of control flow from various system logs presents a
complete solution. For instance, inferential techniques may work well for a certain subset

6Here, we refer to overhead in the sense of spending developer time and money, rather than application
overhead.
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of applications, but even one or two applications that are resistant to static analysis can
potentially cause serious performance bottlenecks to go completely undetected.

lprof [44] achieves its event extraction through static analysis of binaries in order to
determine how to parse individual log files. It boasts a precision rate of 88% and a performance
anomaly diagnosis rate of 65% in empirical studies conducted by the authors. This is certainly
an impressive feat given that the entirety of this analysis is done using inferred data from
heterogeneous log data. However, as we discussed above, this solution is not strictly extensible
to an arbitrary number of distributed applications; it is enough to have one performance
bottleneck that is immune to lprof’s static analysis for the entire solution to fall apart.

Mystery Machine [5] attempts to address the concern of scalability under heterogeneous
applications by eliminating the static analysis component present in lprof entirely. In order
to do this it leverages existing logging infrastructure at Facebook known as Ubertrace. These
Ubertrace log messages have a predictable structure and can be used to construct causal
relationships between distributed events in response to Facebook requests. However, what
we again find is that this method does not offer a complete reconstruction of system state
because a certain proportion of operations go unlogged by Ubertrace.

What we have seen in the above two examples is a clear indication that log-based
performance analysis is incapable of inferring a complete and accurate model of system state.
In contrast, eBPF is capable of monitoring as much or as little of system state as desired. A
tracepoint in eBPF is guaranteed to capture 100% of the events that it instruments, and we
can define such tracepoints for arbitrary functions in both userspace and kernelspace. This
allows for both coarse and fine-grained analysis of production systems without missing any
important details.

We now turn our attention to production tracing systems that rely on kernel modification
instead of log-based analysis. Such systems would alter the source code of whatever kernel
they are residing on in order to instrument carefully chosen tracepoints (e.g. at key parts in
the networking stack). Time Capsule [39] takes such an approach for measuring packet latency
in distributed applications; it does this by instrumenting custom tracepoints and key locations
in the network, timestamping packets as they are received by embedding the information
into packet payloads. The authors cite many of the problems with log-based approaches that
we discussed above as motivation for their approach. However, Time Capsule’s method is not
without its own limitations; namely, Dom0 and DomU kernels need to be recompiled in order
to instrument new manually-defined tracepoints. The authors do mention the possibility of
migrating such a solution to use eBPF for dynamic instrumentation, but cite its inability to
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modify packet payloads as the primary deterrent for such an implementation; as we have
seen, eBPF is now fully capable of modifying packet payloads thanks to XDP, so revisiting
the potential for such an approach may be a topic for future work.

3.3 Falcon: Combining eBPF with Other Approaches

We have examined a variety of systems that employ a diverse range of techniques for
performance and reliability analysis and optimization. In particular, we have emphasized
eBPF- and XDP-based solutions and contrasted them with the highly popular technique of
log-based analysis; what we have not yet considered, is a unified approach between eBPF
and event logging that offers the best of both solutions. Falcon [25], [26] presents one such
implementation in the form of a pipeline that joins common system tracing techniques,
including eBPF, and unifies them in a standardized event log for analysis.

Earlier in this literature review, we presented a variety of drawbacks to common log-based
techniques for performance analysis; this included difficulty analyzing heterogeneous log
data, suboptimal performance, limited application transparency, and gaps in event logging
data. Falcon addresses each of these concerns through clever use of a tracing pipeline that
incorporates technologies like eBPF in order to generate a seamless, system-wide event stream
in a performant, production-safe manner. It then uses this event stream to generate detailed
system logs for further analysis.

Approaches like Falcon’s may well represent the future of distributed systems introspection.
In fact, introducing eBPF into the methodology of many of the alternative approaches we
have looked at offers a great deal of promise with respect to ameliorating their respective
shortcomings. Moving forward, we are likely to see eBPF incorporated into more and more
distributed systems instrumentation solutions, particularly as the technology continues to
improve at a rapid rate.

4 Conclusion and Future Work

We have discussed several applications of system introspection to improving the performance,
reliability, and security of distributed systems. Conventionally, this space has been dominated
by log-based approaches that present largely suboptimal solutions, particularly with respect
to system heterogeneity, performance degradation at scale, and low application transparency.
As we have shown, eBPF solutions offer a promising method to trace distributed system
performance in a production-safe, scalable, and dynamic manner that covers as much or as
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little behavior as desired. The integration of eBPF solutions with traditional approaches
as done in Falcon [25], [26] presents a promising topic for future work in this field. Many
existing distributed systems introspection technologies can benefit from eBPF’s unique set of
characteristics, and these potential benefits will only improve as eBPF gains more functionality
and complexity.
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